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言語モデルの大規模データセットでの評価

3

• 大規模データセットを用いた評価（ベンチマーキング） 
• GLUE (General Language Understanding Evaluation) (Wang+, 2019)

先行研究・JCoLA概要

Figure 1: GLUE benchmark performance for submitted systems, rescaled to set human performance
to 1.0, shown as a single number score, and broken down into the nine constituent task performances.
For tasks with multiple metrics, we use an average of the metrics. More information on the tasks
included in GLUE can be found in Wang et al. (2019a) and in Warstadt et al. (2018, CoLA), Socher
et al. (2013, SST-2), Dolan and Brockett (2005, MRPC), Cer et al. (2017, STS-B), and Williams et al.
(2018, MNLI), and Rajpurkar et al. (2016, the original data source for QNLI).

points, and in fact exceeds this human performance estimate on four tasks. Consequently, while there
remains substantial scope for improvement towards GLUE’s high-level goals, the original version of
the benchmark is no longer a suitable metric for quantifying such progress.

In response, we introduce SuperGLUE, a new benchmark designed to pose a more rigorous test of
language understanding. SuperGLUE has the same high-level motivation as GLUE: to provide a
simple, hard-to-game measure of progress toward general-purpose language understanding technolo-
gies for English. We anticipate that significant progress on SuperGLUE should require substantive
innovations in a number of core areas of machine learning, including sample-efficient, transfer,
multitask, and unsupervised or self-supervised learning.

SuperGLUE follows the basic design of GLUE: It consists of a public leaderboard built around
eight language understanding tasks, drawing on existing data, accompanied by a single-number
performance metric, and an analysis toolkit. However, it improves upon GLUE in several ways:

• More challenging tasks: SuperGLUE retains the two hardest tasks in GLUE. The remain-
ing tasks were identified from those submitted to an open call for task proposals and were
selected based on difficulty for current NLP approaches.

• More diverse task formats: The task formats in GLUE are limited to sentence- and
sentence-pair classification. We expand the set of task formats in SuperGLUE to include
coreference resolution and question answering (QA).

• Comprehensive human baselines: We include human performance estimates for all bench-
mark tasks, which verify that substantial headroom exists between a strong BERT-based
baseline and human performance.

• Improved code support: SuperGLUE is distributed with a new, modular toolkit for work
on pretraining, multi-task learning, and transfer learning in NLP, built around standard tools
including PyTorch (Paszke et al., 2017) and AllenNLP (Gardner et al., 2017).

• Refined usage rules: The conditions for inclusion on the SuperGLUE leaderboard have
been revamped to ensure fair competition, an informative leaderboard, and full credit
assignment to data and task creators.

The SuperGLUE leaderboard, data, and software tools are available at super.gluebenchmark.com.
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「統語知識」に重点を置いた評価
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• Targeted Syntactic Evaluation (Linzen+, 2016) 
• CoLA (Corpus of Linguistic Acceptability) (Warstadt+, 2019) 
• BLiMP (Benchmark of Linguistic Minimal Pairs) (Warstadt+, 2020)

先行研究・JCoLA概要

Phenomenon N Acceptable Example Unacceptable Example

ANAPHOR AGR. 2 Many girls insulted themselves. Many girls insulted herself.

ARG. STRUCTURE 9 Rose wasn’t disturbing Mark. Rose wasn’t boasting Mark.

BINDING 7 Carlos said that Lori helped him. Carlos said that Lori helped himself.

CONTROL/RAISING 5 There was bound to be a fish escaping. There was unable to be a fish escaping.

DET.-NOUN AGR. 8 Rachelle had bought that chair. Rachelle had bought that chairs.

ELLIPSIS 2 Anne’s doctor cleans one important

book and Stacey cleans a few.

Anne’s doctor cleans one book and

Stacey cleans a few important.

FILLER-GAP 7 Brett knew what many waiters find. Brett knew that many waiters find.

IRREGULAR FORMS 2 Aaron broke the unicycle. Aaron broken the unicycle.

ISLAND EFFECTS 8 Whose hat should Tonya wear? Whose should Tonya wear hat?

NPI LICENSING 7 The truck has clearly tipped over. The truck has ever tipped over.

QUANTIFIERS 4 No boy knew fewer than six guys. No boy knew at most six guys.

SUBJECT-VERB AGR. 6 These casseroles disgust Kayla. These casseroles disgusts Kayla.

Table 2: Minimal pairs from each of the twelve linguistic phenomenon categories covered by BLiMP.
Differences are underlined. N is the number of 1,000-example minimal pair paradigms within each
broad category.

3.1 Data Generation Procedure

To create minimal pairs exemplifying a wide array
of linguistic contrasts, we found it necessary to
artificially generate all datasets. This ensures both
that we have sufficient unacceptable examples,
and that the data is fully controlled, allowing for
repeated isolation of a single linguistic pheno-
menon (Ettinger et al., 2018). For each paradigm,
we use a generation script to sample lexical items
from a vocabulary of over 3,000 items according
to a template specifying linear order of the phrases
in the acceptable and unacceptable sentences in
each minimal pair. Our data generation scripts are
publicly available.4 We annotate these lexical
items with the morphological, syntactic, and
semantic features needed to enforce selectional
restrictions and create grammatical and seman-
tically felicitous sentences.

All examples in a paradigm are structurally
analogous up to the point required for the relevant
contrast but may vary in some ways. For instance,
the template for NPI LICENSING, illustrated in
Table 2, specifies that an arbitrary verb phrase
needs to be generated. Accordingly, the generation
script samples from the entire set of verbs and
generates the required arguments on-the-fly. Thus,
the structure of the sentence then depends on
whether the sampled verb is transitive, clause-
embedding, raising, and so forth, but that same

4https://github.com/alexwarstadt/data

generation.

verb phrase and its arguments are used in both
pairs in the paradigm.

This generation procedure is not without
limitations, and despite the very detailed voca-
bulary we use, implausible sentences are occa-
sionally generated (e.g., Sam ran around some

glaciers). In these cases, though, both the
acceptable and unacceptable sentences will be
equally implausible given world knowledge, so
any difference in the probability assigned to them
is still attributable to the intended grammatical
contrast.

3.2 Coverage

The paradigms covered by BLiMP represent
well-established contrasts in English morphology,
syntax, and semantics. Each paradigm is grouped
into one of 12 phenomena, shown in Table 2.
Examples of all 67 paradigms appear in Table 4
of the Appendix. The paradigms are selected with
the constraints that they can be characterized using
templates as described above and illustrated with
minimal pairs of sentences equal in length5 that
differ in at most one vocabulary item.

Although this dataset has broad coverage, it is
not exhaustive. It is not possible to include every

5We define length as the number of entries from our
lexicon. Some sentences in a pair contain different numbers
of words because visit and drop by are each one lexical entry.
Where discrepancies in number of words occur, they are
generally randomly distributed across the grammatical and
ungrammatical sentences in a paradigm.

380



関連研究：Warstadt et al. (2019)
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• Corpus of Linguistic Acceptability (CoLA) 
• 統語論の論文や教科書から例文を収集（１万文程度） 
• モデルの出力から容認度を算出するのに工夫が必要

先行研究・JCoLA概要

Figure 2: Architecture for the pooling classifier models.
wi = word embeddings, fi = forward LSTM hidden
state, bi = backward LSTM hidden state.

then the forward and backward hidden states for
each time step are concatenated, and max-pooling
over the sequence gives a sentence embedding. In
the classifier, the sentence embedding is passed
through a sigmoid output layer (optionally pre-
ceded by a single hidden layer) giving a scalar
representing the probability of a positive classi-
fication (either the sentence is real or acceptable,
depending on the task).

We train several variations of pooling classi-
fiers, as shown in Table 4. First, we train classifiers
end-to-end on the real/fake task, varying the style
of word embedding. The classifier portion consists
only of a single softmax layer. We evaluate these
classifiers on CoLA without CoLA training.

Second, we train pooling classifiers entirely on
CoLA. We test only ELMo-style embeddings here
because, unlike BNC and GloVe embeddings, they
include robust contextual information about the
entire sequence, eliminating the need for training
a large LSTM on CoLA alone.

Third, we transfer features learned from the
real/fake task to classifiers trained on CoLA. Spe-
cifically, we freeze the weights of the sentence
encoder portion of the real/fake classifiers, and
train new classifiers on CoLA using the sentence
embeddings as input. For these experiments, in
addition to a sigmoid layer, the classifier has an
additional hidden tanh layer to compensates for

the fact that the sentence encoder is not fine-tuned
on CoLA.

Lau et al. (2016) We compare our models to
those of Lau et al. (2016). Their models obtain an
acceptability prediction from unsupervised LMs
by normalizing the LM output using one of several
metrics. Following their recommendation, we use
the Word LogProb Min-1 metric.13 Because this
metric produces unbounded scalar scores rather
than probabilities or Boolean judgments, we fit
a threshold to the outputs in order to use these
models as acceptability classifiers. This is done
with 10-fold cross-validation on the CoLA test set:
We repeatedly find the optimum threshold for 90%
of the model outputs and evaluate the remaining
10% with that threshold, until all the data have
been evaluated. Following their methods, we train
n-gram models on the BNC using their published
code.14 In place of their RNN LM, we use the
same LSTM LM that we use to generate sentences
for the real/fake task.

CBOW For a simple baseline, we train a CBOW
model directly on CoLA. We pass the sum of BNC
word embeddings for the sentence to a multilayer
perceptron with a single hidden layer.

4.3 Training Details
All neural network models are implemented in
PyTorch and optimized using Adam (Kingma and
Ba, 2014). We train 20 LSTM LMs with from-
scratch embeddings for up to 7 days or until
completing four epochs without improving in de-
velopment perplexity and select the best check-
point. Hyperparameters for each experiment are
chosen at random in these ranges: embedding size
∈ [200, 600], hidden size ∈ [600, 1200], number
of layers ∈ [1, 4], learning rate ∈ [3 × 10−3,
10−5], dropout rate ∈ {0.2, 0.5}. We select the
model with best performance for use in further
experiments.

We train 20 pooling classifiers end-to-end on
real/fake data with BNC embeddings, 20 with

13Where s=sentence, pLM(x) is the probability the LM
assigns to string x and pu(x) is the unigram probability of
string x: Word LP Min-1 = min

{
− log pLM(w)

log pu(w) , w ∈ s
}

. Lau
et al. also obtain strong results with the SLOR metric. We
also calculate results with SLOR but find them to be slightly
worse overall, though not universally. We do not report these
results, but they are available upon request.

14https://github.com/jhlau/acceptability
prediction.
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sentence. The intuition behind these measures is to see whether unacceptability can be local-
ized to a lexical item that constitutes the focus of syntactic anomaly. If a sentence has one syn-
tactic error in it, then this will often show up, probabilistically, at a point where the
probability of a particular word is abnormally low. The word-level measures are given as fol-
lows:

Word LP Min-N ¼ min
N

" log pmðwÞ
logpuðwÞ

;w 2 n
! "

Word LP Mean ¼
P

w2n "ðlog pmðwÞ= log puðwÞÞ
jnj

Word LP Mean-Q1 ¼
P

w2WLQ1
"ðlog pmðwÞ= log puðwÞÞ

jWLQ1j

Word LP Mean-Q2 ¼
P

w2WLQ2
"ðlog pmðwÞ= log puðwÞÞ

jWLQ2j

*where PmðwÞ is the conditional probability of the current word given by the model, e.g.
for RNNLM: PmðwtÞ ¼ pðwtjht"1Þ (where wtðhtÞ is the input word (hidden state) of RNN
at timestep t), for trigram model: pmðwtÞ = pðwtjwt"1;wt"2Þ; puðwÞ is the unigram proba-
bility of the word; WLQ1 (WLQ2) is the set of words that have the 25% (50%) smallest
values of WORD LP; and min X is the N-th smallest value in the set X (we experimented
for 1 ≤ N ≤ 5). Note that " log pmðwÞ is the surprisal of the word as used in reading time
experiments (Hale, 2001; Levy, 2008).

Word LP Min-N singles out individual words with the lowest probabilities. For each test
sentence, we extract the 5 words that yield the lowest normalized log probability for the sen-
tence (normalized using the word’s log unigram probability). We take each of these values
in turn as the score of the sentence. Word LP Min-N where N = 1 is the log probability
given by the word with the lowest normalized log probability, Word LP Min-N where
N = 2 is the log probability given by the word with the second lowest normalized log proba-
bility, etc. This class of acceptability measures seeks to identify the lexical locus of syntactic
anomaly. These measures are designed to check if acceptability can be attributed to a single
local error. Word LP Mean, Word LP Mean-Q1 and Word LP Mean-Q2 compute the mean
of words with low probabilities. These measures differ only in the range of the aggregate.

3.3. Datasets

For our experiments, we required a collection of sentences that exhibit varying degrees
of well-formedness. We used both the machine translated test set (MT-SENTENCES, Sec-
tion 2.1) and linguists’ test set (ADGER-FILTERED, Section 2.3) that we developed for inves-
tigating gradience in acceptability. MT-SENTENCES (domain = BNC) contains 2,500
sentences, while ADGER-FILTERED has 133 sentences. Both datasets are annotated with
acceptability judgements through AMT crowd sourcing.

J. H. Lau, A. Clark, S. Lappin / Cognitive Science 41 (2017) 1223

Label Sentence Source

* The more books I ask to whom he will give, the more he reads. Culicover and Jackendoff (1999)
✓ I said that my father, he was tight as a hoot-owl. Ross (1967)
✓ The jeweller inscribed the ring with the name. Levin (1993)
* many evidence was provided. Kim and Sells (2008)
✓ They can sing. Kim and Sells (2008)
✓ The men would have been all working. Baltin (1982)
* Who do you think that will question Seamus first? Carnie (2013)
* Usually, any lion is majestic. Dayal (1998)
✓ The gardener planted roses in the garden. Miller (2002)
✓ I wrote Blair a letter, but I tore it up before I sent it. Rappaport Hovav and Levin (2008)

Table 3: CoLA random sample, drawn from the in-domain training set (✓ = acceptable, * = unacceptable).

types of overfitting during training: overfitting
to the specific sentences in the training set (in-
domain), and overfitting to the specific sources
and phenomena represented in the training set
(out-of-domain).

Phenomena in CoLA CoLA has wide coverage
of syntactic and semantic phenomena. To quantify
the distribution of phenomena represented, we
annotate the entire CoLA development set for
the presence of constructions falling into 15 broad
classes, of which 8 are discussed here, for brevity.8

Briefly, simple labels sentences with no marked
syntactic structures; adjunct labels sentences that
contain adjuncts of nouns and verb phrases; comp
clause labels sentences with embedded or com-
plement clauses; to-VP labels sentences with non-
finite embedded verb phrase; arg altern labels
sentences with non-canonical argument structures
such as passives; binding labels sentences with
pronouns and binding phenomena; question labels
sentences with interrogative clauses and relative
clauses; and violations labels sentences with mor-
phological or semantic violations, or an extra/
missing word. The average sentence is labeled
with 3.22 features.

Figure 1 shows the frequency of these 8 features
in the development set. Argument alternations are
the best represented phenomenon and appear in
over 40% of sentences in this sample. This is
due both to the high frequency of these construc-
tions as well as the inclusion of several sources
directly addressing this topic (Levin, 1993; Collins,
2005; Rappaport Hovav and Levin, 2008). Most

8The annotated data also includes 63 fine-grained fea-
tures. The annotated data is available for download on the
CoLA website, and Warstadt and Bowman (2019) document
annotation guidelines and conduct additional analysis.

Figure 1: Frequencies of phenomenon types in the
CoLA development set.

other constructions appear in about 10–20% of
sentences, indicating that CoLA is fairly balanced
according to this annotation scheme. There are
likely biases in CoLA that other annotation schemes
could detect. However, it is open to debate what
a balanced data set for acceptability judgments
should look like. There is no agreed-upon set of
key phenomena in linguistics and any attempt
to create one is likely to be controversial and
overly simplistic. Furthermore, if such a set of
phenomena did exist, the builders of a balanced
data set must decide whether it should be balanced
equally across phenomena, or weighted by either
the frequency in broad coverage corpora of English
or the number of distinguishing syntactic contrasts
associated with each phenomenon. We assume
that CoLA skews towards the latter, as a major
goal of linguistics articles is to document key
unique facts about some phenomenon without
excessive repetition.

Human Performance We measure human perfor-
mance on a subset of CoLA to set an approximate
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関連研究：Warstadt et al. (2020)
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• Benchmark of Linguistic Minimal Pairs (BLiMP) 
• ミニマルペアを自動生成し、統語現象ごとに分類 
• 言語モデルの出力を直接使用できる（正文により高い尤度を付与できるか）

先行研究・JCoLA概要

Phenomenon N Acceptable Example Unacceptable Example

ANAPHOR AGR. 2 Many girls insulted themselves. Many girls insulted herself.

ARG. STRUCTURE 9 Rose wasn’t disturbing Mark. Rose wasn’t boasting Mark.

BINDING 7 Carlos said that Lori helped him. Carlos said that Lori helped himself.

CONTROL/RAISING 5 There was bound to be a fish escaping. There was unable to be a fish escaping.

DET.-NOUN AGR. 8 Rachelle had bought that chair. Rachelle had bought that chairs.

ELLIPSIS 2 Anne’s doctor cleans one important

book and Stacey cleans a few.

Anne’s doctor cleans one book and

Stacey cleans a few important.

FILLER-GAP 7 Brett knew what many waiters find. Brett knew that many waiters find.

IRREGULAR FORMS 2 Aaron broke the unicycle. Aaron broken the unicycle.

ISLAND EFFECTS 8 Whose hat should Tonya wear? Whose should Tonya wear hat?

NPI LICENSING 7 The truck has clearly tipped over. The truck has ever tipped over.

QUANTIFIERS 4 No boy knew fewer than six guys. No boy knew at most six guys.

SUBJECT-VERB AGR. 6 These casseroles disgust Kayla. These casseroles disgusts Kayla.

Table 2: Minimal pairs from each of the twelve linguistic phenomenon categories covered by BLiMP.
Differences are underlined. N is the number of 1,000-example minimal pair paradigms within each
broad category.

3.1 Data Generation Procedure

To create minimal pairs exemplifying a wide array
of linguistic contrasts, we found it necessary to
artificially generate all datasets. This ensures both
that we have sufficient unacceptable examples,
and that the data is fully controlled, allowing for
repeated isolation of a single linguistic pheno-
menon (Ettinger et al., 2018). For each paradigm,
we use a generation script to sample lexical items
from a vocabulary of over 3,000 items according
to a template specifying linear order of the phrases
in the acceptable and unacceptable sentences in
each minimal pair. Our data generation scripts are
publicly available.4 We annotate these lexical
items with the morphological, syntactic, and
semantic features needed to enforce selectional
restrictions and create grammatical and seman-
tically felicitous sentences.

All examples in a paradigm are structurally
analogous up to the point required for the relevant
contrast but may vary in some ways. For instance,
the template for NPI LICENSING, illustrated in
Table 2, specifies that an arbitrary verb phrase
needs to be generated. Accordingly, the generation
script samples from the entire set of verbs and
generates the required arguments on-the-fly. Thus,
the structure of the sentence then depends on
whether the sampled verb is transitive, clause-
embedding, raising, and so forth, but that same

4https://github.com/alexwarstadt/data

generation.

verb phrase and its arguments are used in both
pairs in the paradigm.

This generation procedure is not without
limitations, and despite the very detailed voca-
bulary we use, implausible sentences are occa-
sionally generated (e.g., Sam ran around some

glaciers). In these cases, though, both the
acceptable and unacceptable sentences will be
equally implausible given world knowledge, so
any difference in the probability assigned to them
is still attributable to the intended grammatical
contrast.

3.2 Coverage

The paradigms covered by BLiMP represent
well-established contrasts in English morphology,
syntax, and semantics. Each paradigm is grouped
into one of 12 phenomena, shown in Table 2.
Examples of all 67 paradigms appear in Table 4
of the Appendix. The paradigms are selected with
the constraints that they can be characterized using
templates as described above and illustrated with
minimal pairs of sentences equal in length5 that
differ in at most one vocabulary item.

Although this dataset has broad coverage, it is
not exhaustive. It is not possible to include every

5We define length as the number of entries from our
lexicon. Some sentences in a pair contain different numbers
of words because visit and drop by are each one lexical entry.
Where discrepancies in number of words occur, they are
generally randomly distributed across the grammatical and
ungrammatical sentences in a paradigm.
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問題点①：生起確率と容認性判断の橋渡し
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• CoLAのようにデータセットがペアになっていない場合、言語モデルの出力する 
文の生起確率から直接容認性の予測を行うことはできない。 
• 言語モデルとは別に２値分類を行う分類器を学習する必要がある。 
• 予測の良し悪しが何に起因するものなのかわからない 

　　　→　ミニマルペアによる比較が適当

先行研究・JCoLA概要



問題点②：自動生成データの質

8

• BLiMPのように自動生成したデータには、単純なパターンも含まれる。 
• 理論言語学の論文で問題となるような、より複雑な判断を必要とする例文についての検証 

はできていない（Class Ⅲ judgments, see Marantz, 2005; Linzen and Oseki, 2018)。 
     → 言語学の論文等から例文を構成するべき？

先行研究・JCoLA概要

Phenomenon N Acceptable Example Unacceptable Example

ANAPHOR AGR. 2 Many girls insulted themselves. Many girls insulted herself.

ARG. STRUCTURE 9 Rose wasn’t disturbing Mark. Rose wasn’t boasting Mark.

BINDING 7 Carlos said that Lori helped him. Carlos said that Lori helped himself.

CONTROL/RAISING 5 There was bound to be a fish escaping. There was unable to be a fish escaping.

DET.-NOUN AGR. 8 Rachelle had bought that chair. Rachelle had bought that chairs.

ELLIPSIS 2 Anne’s doctor cleans one important

book and Stacey cleans a few.

Anne’s doctor cleans one book and

Stacey cleans a few important.

FILLER-GAP 7 Brett knew what many waiters find. Brett knew that many waiters find.

IRREGULAR FORMS 2 Aaron broke the unicycle. Aaron broken the unicycle.

ISLAND EFFECTS 8 Whose hat should Tonya wear? Whose should Tonya wear hat?

NPI LICENSING 7 The truck has clearly tipped over. The truck has ever tipped over.

QUANTIFIERS 4 No boy knew fewer than six guys. No boy knew at most six guys.

SUBJECT-VERB AGR. 6 These casseroles disgust Kayla. These casseroles disgusts Kayla.

Table 2: Minimal pairs from each of the twelve linguistic phenomenon categories covered by BLiMP.
Differences are underlined. N is the number of 1,000-example minimal pair paradigms within each
broad category.

3.1 Data Generation Procedure

To create minimal pairs exemplifying a wide array
of linguistic contrasts, we found it necessary to
artificially generate all datasets. This ensures both
that we have sufficient unacceptable examples,
and that the data is fully controlled, allowing for
repeated isolation of a single linguistic pheno-
menon (Ettinger et al., 2018). For each paradigm,
we use a generation script to sample lexical items
from a vocabulary of over 3,000 items according
to a template specifying linear order of the phrases
in the acceptable and unacceptable sentences in
each minimal pair. Our data generation scripts are
publicly available.4 We annotate these lexical
items with the morphological, syntactic, and
semantic features needed to enforce selectional
restrictions and create grammatical and seman-
tically felicitous sentences.

All examples in a paradigm are structurally
analogous up to the point required for the relevant
contrast but may vary in some ways. For instance,
the template for NPI LICENSING, illustrated in
Table 2, specifies that an arbitrary verb phrase
needs to be generated. Accordingly, the generation
script samples from the entire set of verbs and
generates the required arguments on-the-fly. Thus,
the structure of the sentence then depends on
whether the sampled verb is transitive, clause-
embedding, raising, and so forth, but that same

4https://github.com/alexwarstadt/data

generation.

verb phrase and its arguments are used in both
pairs in the paradigm.

This generation procedure is not without
limitations, and despite the very detailed voca-
bulary we use, implausible sentences are occa-
sionally generated (e.g., Sam ran around some

glaciers). In these cases, though, both the
acceptable and unacceptable sentences will be
equally implausible given world knowledge, so
any difference in the probability assigned to them
is still attributable to the intended grammatical
contrast.

3.2 Coverage

The paradigms covered by BLiMP represent
well-established contrasts in English morphology,
syntax, and semantics. Each paradigm is grouped
into one of 12 phenomena, shown in Table 2.
Examples of all 67 paradigms appear in Table 4
of the Appendix. The paradigms are selected with
the constraints that they can be characterized using
templates as described above and illustrated with
minimal pairs of sentences equal in length5 that
differ in at most one vocabulary item.

Although this dataset has broad coverage, it is
not exhaustive. It is not possible to include every

5We define length as the number of entries from our
lexicon. Some sentences in a pair contain different numbers
of words because visit and drop by are each one lexical entry.
Where discrepancies in number of words occur, they are
generally randomly distributed across the grammatical and
ungrammatical sentences in a paradigm.
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問題点③：対象となっている言語・統語現象の偏り

9

先行研究・JCoLA概要

English Russian Hebrew French Basque Italian Chinese Japanese

Subject-verb 
Agreement

Linzen et al. (2016), Gulordava et al. (2018), Marvin & 
Linzen (2018), An et al. (2019), Warstadt et al. 
(2019), Futrell et al. (2018), Bernardy & Lappin 

(2017), Mueller et al. (2020)

Gulordava et al. 
(2018), Mueller et 

al. (2020)

Gulordava et al. 
(2018),  Mueller et 

al. (2020)

Gulordava et al. 
(2018),  Mueller et 
al. (2020), An et al. 

(2019)

Ravfogel et al. 
(2018)

Gulordava et al. 
(2018), Mueller et 
al. (2020), Trotta 
et al. (2021)

Xiang et al. (2021)

Filler-gap/ 
Island effects

Wilcox et al. (2018, 2019), Chaves (2020), Da Costa 
& Chaves (2020), Chowdhury & Zamparelli (2018, 

2019), Warstadt et al. (2019)
Trotta et al. (2021) Xiang et al. (2021)

Anaphora/
Binding

Marvin & Linzen (2018), Warstadt et al. (2019), Futrell 
et al. (2018)

Trotta et al. (2021) Xiang et al. (2021)

Negative Polarity 
Items

Wilcox et al. (2019), Marvin & Linzen (2018), Futrell et 
al. (2018), Jumelet & Hupkes (2018)

Argument 
structure

Warstadt et al. (2019), Kann et al.(2019), Chowdhury 
& Zamparelli (2019)

Xiang et al. (2021)



JCoLA (Japanese Corpus of Linguistic Acceptability)

10

• 理論言語学のジャーナル論文から例文を抽出 
    　　-> Class Ⅲの容認性判断についての評価が可能 
• 例文をもとにミニマルペアを作成 
    　　-> 言語モデルの出力を直接用いて評価が可能 
• これまで大規模かつ、多様な統語現象を扱うデータセットが 
構築されて来なかった「日本語」を対象にしたデータセット　 

          -> これまで検証が進んでいなかった言語での検証が可能

先行研究・JCoLA概要
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データ収集
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• Journal of East Asian Linguistics (2006 - 2015) 
• 日本語統語論に関する論文 （28本）から、 
合計で2323文を抽出。 

• 脚注・付録を含むが、構造分析のために提示された 
例文等は除いて抽出した。 

JCoLAの作成過程と苦労 



データ収集の裏側
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• Journal of East Asian Linguistics (2006 - 2015) 
• 収録されている全133本の論文の内容を確認しつつ選んだ 
日本語統語論に関する論文 （28本）から、 
合計で2323文を人手で一つずつ抽出。 
（グロス・日本語訳を含む） 

• 脚注・付録を含むが、構造分析のために提示された 
例文等は、論文本文を丁寧に読み、構造としての 
提示であると確認した上で除いて抽出した。 

JCoLAの作成過程と苦労 



タイプ分類
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• 個別の統語現象ごとにモデルを評価するために、 
データポイントを３つの粒度で分類 

• 大分類（type） 
• 容認性判断の性質や本文中の提示のされ方に基づく分類 

• 中分類（phenomenon） 
• 扱っている統語現象ごとの分類 

• 二つ以上に分類される場合は中分類2（phenomenon-2）を使う。 
• 小分類（paradigm） 

• 中分類よりもさらに細かい分類

JCoLAの作成過程と苦労 



大分類（type）
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•Acceptability    

• Interpretation  

•Coreference    

• Lexical 

• Footnote 

•Appendix 

•Repeat   

•Variation

JCoLAの作成過程と苦労 

-> 
-> 
-> 
-> 
-> 
-> 
-> 
-> 

純粋な容認性判断 
特定の文脈・解釈の元での容認性判断 
指示詞等の同一指示解釈を問題としている容認性判断 
特定の語彙項目に関する容認性判断 
論文の脚注で提示されている例文  
論文の付録で提示されている例文 
既出例文の繰り返しである例文 
理論構築に無関係な要素のみにしか違いがない例文



中分類（phenomenon, phenomenon-2）
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JCoLAの作成過程と苦労 

• 統語現象ごとに11の中分類に分類 
• BLiMPの12分類+Others*をもとに、 
日本語のデータに合わせて分類を 
追加・削除して構成

*Others: 比較表現等が含まれる。後に説明するように
ミニマルペア作成時には削除してある。

ここで、(16a)は、「ジョン」が「本を書いた」主体であると解釈される場合は容認
不可であるが、ジョンについての本を書いたという意味であれば容認できる例であ
り、(17a) と (17b) は、「自分」が誰を指すと解釈されるかによってその容認度が
異なる例となっている。ミニマルペアを入力とし言語モデルに文の尤度を予測させ
る際には、ある特定の解釈で読むことを言語モデルに強制させることはできないた
め、以上のような例はデータセットに含めるには不適な例となる。

例文の内容が重複しているもの
例文の一部には、同一論文内もしくは異なる論文にまたがって、重複しているもの
がある。このような例は、特定の現象を二重に検証することになってしまうため片
方を除外した。
(18) a. *太郎は口を人のことに出す。 (Kishimoto, 2008)

b. *太郎は口を人のことに出す。 (Tsujioka, 2011)

以上の手順により、合計で 369ペアのミニマルペアが作成された。中分類ごとのミニマル
ペアの数については表 3を、ミニマルペアの具体例については付録 Aを参照されたい。

表 3 中分類ごとのミニマルペアの数
統語現象 ミニマルペア数

Argument structure 151

Verbal agreement 68

Morphology 38

Ellipsis 24

Nominal structure 24

Binding 16

Quantifiers 16

Filler-gap 13

Island effects 12

NPI licensing 4

Control/raising 3

総計 369

14



中分類（phenomenon, phenomenon-2）の裏側
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JCoLAの作成過程と苦労 

• 統語現象ごとに11の中分類に分類 
• BLiMPの12分類+Others*をもとに、 
日本語のデータに合わせて分類を 
追加・削除して構成 

• phenomenonごとの偏りがなるべく小さく 
なるように、粒度や項目をアジャイルに 
変更しながら作成した 
• 結果としてやはり何周も見る必要がある

*Others: 比較表現等が含まれる。後に説明するように
ミニマルペア作成時には削除してある。

ここで、(16a)は、「ジョン」が「本を書いた」主体であると解釈される場合は容認
不可であるが、ジョンについての本を書いたという意味であれば容認できる例であ
り、(17a) と (17b) は、「自分」が誰を指すと解釈されるかによってその容認度が
異なる例となっている。ミニマルペアを入力とし言語モデルに文の尤度を予測させ
る際には、ある特定の解釈で読むことを言語モデルに強制させることはできないた
め、以上のような例はデータセットに含めるには不適な例となる。

例文の内容が重複しているもの
例文の一部には、同一論文内もしくは異なる論文にまたがって、重複しているもの
がある。このような例は、特定の現象を二重に検証することになってしまうため片
方を除外した。
(18) a. *太郎は口を人のことに出す。 (Kishimoto, 2008)

b. *太郎は口を人のことに出す。 (Tsujioka, 2011)

以上の手順により、合計で 369ペアのミニマルペアが作成された。中分類ごとのミニマル
ペアの数については表 3を、ミニマルペアの具体例については付録 Aを参照されたい。

表 3 中分類ごとのミニマルペアの数
統語現象 ミニマルペア数

Argument structure 151

Verbal agreement 68

Morphology 38

Ellipsis 24

Nominal structure 24

Binding 16

Quantifiers 16

Filler-gap 13

Island effects 12

NPI licensing 4

Control/raising 3

総計 369

14



小分類（paradigm）
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JCoLAの作成過程と苦労 

•中分類の下位分類（39種類） 
•例： 

• island effects 
• complex NP island 
• adjunct island 
• specificity island 
•negative island 
• factive island



小分類（paradigm）の裏側
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JCoLAの作成過程と苦労 

•中分類の下位分類（39種類） 
•こちらも粒度等を都度調整しながら分類 

•例： 
• island effects 

• complex NP island 
• adjunct island 
• specificity island 
•negative island 
• factive island



ミニマルペアの作成

20

• まず、以下の条件を満たす例文（負例）を抽出する 
• 非文として提示されている（?や*などのマーキングがされている）もの。  
ただし、?などのマーキングがされつつも、  
本文中で正例としてみなされているものは除く。 

• 大分類が variation、repeat、footnote、appendix のいずれでもないもの。 
• 中分類が others でないもの。 

• 次に、負例に対しては対応する正例が存在する（cf. Sprouse et al., 2013） 
という前提のもと、以上で抽出した負例のそれぞれに対応する正例を作成

JCoLAの作成過程と苦労 



ミニマルペアの作成の裏側
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• それぞれの負例に対して、 
1. 論文中提示されている正例 
2. 本文を読みつつ対応する正例を作例 

　のいずれかを行うことにより、正例を作成した。 
• 論文の意図を汲み取りつつも、系列長がなるべく変化しないように作例 

• とはいえ、扱う統語現象の性質上系列長がずれてしまうものもある 
• e.g. 省略現象など

JCoLAの作成過程と苦労 
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JCoLAの作成過程と苦労 

付録
A

JC
oLAのミニマルペア例
phenomenon paradigm 負例 正例

Argument structure

case 太郎がその本に読んだ。 太郎がその本を読んだ。
passive 家が大工に建てさせられた。 大工が家を建てさせられた。

scrambling 最も太郎が面白かった人を取材した。 太郎が最も面白かった人を取材した。
animacy ジョンにはお金が居る。 ジョンには兄弟が居る。　 aspect 太郎がプールで 1 時間で泳いだ。 太郎がプールで 1 時間泳いだ。

internal argument ジョンが息子を自殺した。 ジョンが息子を自慢した。
Verbal agreement

subject honorification 健が山田先生にお会いになった。 健に山田先生がお会いになった。
person constraint あなたは寒いです。 私は寒いです。

Binding

weak crossover 初めてそいつに会う人が貶すのは誰をですか？ 初めて会う人が貶すのは誰をですか？
variable binding 花子がそいつが書いた論文を修正させたのは誰にですか？ 花子が誰にそいつが書いた論文を修正させたのですか？

anaphor 自分iの先生iには学生がわかる。 先生iには自分iの学生がわかる。
reciprocal お互いiの母親から彼らiにそのことを伝えた。 彼らiにお互いiの母親からそのことを伝えた。

Ellipsis
nominal ellipsis 晴れの日は良いが、雨のは落ち込む。 晴れの日は良いが、雨の日は落ち込む。
adjunct ellipsis 太郎がその理由で解雇された後、花子も解雇された。 太郎がその理由で解雇された後、花子もその理由で解雇された。
parasitic-gap 初めて会う人が誰を貶しますか？ 初めて会う人が貶すのは誰をですか？

morphology

part of speech 子供そう。 　美味しそう。
idiom 太郎の忠告は花子には糠にも釘だった。 太郎の忠告は花子には糠に釘だった。

reflexive 強い地震のため建物が自壊をした。 強い地震のため建物が自壊した。
inflection それは計測可能だ粒子だ。 それは計測可能な粒子だ。

nominalization 原稿に手の入れ方は人それぞれだ。 原稿への手の入れ方は人それぞれだ。
honorification 伊藤先生からそのことを話しておいでになる。 伊藤先生からそのことをお話になっている。

Quantifiers

floating quantifiers 学生が家を 4 人買った。 学生が 4 人家を買った。
universal quantifiers みんながみんな大学へ行かない。 みんながみんな大学へ行く訳ではない。

classifier 3 本ずつのその鉛筆。 その 3 本ずつの鉛筆。
negation ジョンはメアリーが賢い以上に賢くない。 ジョンはメアリーが賢い以上に賢い。

Island effects

complex-NP island 太郎が昨日会った人を探しているのは花子にだ。 太郎が昨日花子に会った人を探している。
adjunct island 太郎が読んだから花子が怒ったのはその本をだ。 太郎がその本を読んだから花子が怒った。

specificity island ジョンはそのメアリーより高い指輪を買った。 ジョンはメアリーより高い指輪を買った。
negative island ジョンはメアリーが雇わなかったより賢い人を見つけた。 ジョンはメアリーが雇ったより賢い人を見つけた。
factive island メアリーがジョンが自分の学生が新しい仮説を提案したと知っていたのの欠陥を指摘した。 メアリーがジョンが自分の学生が新しい仮説を提案したと思っていたのの欠陥を指摘した。

Filler-gap

intervention effects 誰も何を読まなかったの？ 何を誰も読まなかったの？
relative clause 山田先生はこの本をなったことはお読みだ。 山田先生はこの本をお読みになった。

cleft 山田先生がなったのはこの本のお読みだ。 山田先生がこの本をお読みになった。
resumptive pronoun トムがそれらを食べたことが明らかな芋は大きかった。 トムが食べたことが明らかな芋は大きかった。

NPI licensing
NPI 今回は誰が寄付を呼びかけもしなかった。 今回は誰から寄付を呼びかけもしなかった。
NCI ジョンがもし何も盗んだら、逮捕されるだろう。 ジョンがもし何か盗んだら、逮捕されるだろう。

Nominal structure
modifier 私が昨日見たの人は素敵だった。 私が昨日見た人は素敵だった。

measure phrase このビルは低さ 20 メートルある。 このビルは高さ 20 メートルある。
Control/raising subject control 転び損ねる。 座り損ねる。

34
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JCoLAの問題点

24

• ベンチマークとしてはデータセットがやや少ない 
• CoLA: 10,657（文） 
• ItaCoLA: 9,722（文） 
• BLiMP: 67,000（ミニマルペア） 
• CLiMP: 16,000（ミニマルペア） 
• JCoLA: 369（ペア）・2,323（文） 

• 各統語現象ごとに平均40ペアほどを確保できている

JCoLAのこれから



今後の展望
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• より大規模なデータセットの構築 
• 既に化学論文からの図表の抽出等に使われている、 

情報抽出の技術の言語学論文への応用（NLP 2022） 
• 容認度のアノテーションの妥当性？ 

• 一部、論文内のアノテーションに違和感 
• → 人間の容認性判断を取り検証する予定 

• データの見直し、整理 
• → 近日中に公開予定

JCoLAのこれから



ご清聴ありがとうございました。 
ご質問・コメント等よろしくお願いします。

26

JCoLAのこれから


